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Abstract

The main contribution of this paper is a new Simultaneous Localization and
Mapping (SLAM) algorithm for building dense three-dimensional maps us-
ing information acquired from a range imager and a conventional camera,
for robotic search and rescue in unstructured indoor environments. A key
challenge in this scenario is that the robot moves in 6D and noodometry
information is available. An Extended Information Filter (EIF) is used to
estimate the state vector containing the sequence of cameraposes and some
selected 3D point features in the environment. Data association is performed
using a combination of Scale Invariant Feature Transformation (SIFT) feature
detection and matching, Random Sampling Consensus (RANSAC), and least
square 3D point sets �tting. Experimental results are provided to demonstrate
the e�ectiveness of the techniques developed.

1 Introduction

Search and rescue is an important application area for mobile robots where the robots are
used to help in identifying and rescuing victims in a hostileenvironment. One of the key
objectives in robotic search and rescue is to send a robot into a constrained and unstructured
environment, have it navigate in this environment and builda map that could be used by
human rescuers to retrieve victims. Robots have also the ability to bring in medical support
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and supplies to the victims, hence increasing their chancesof survival during the long process
of extraction (Murphy et al., 2005). Search and rescue robots represent not only a tool for
the future as they have already been used in real disasters (Casper & Murphy, 2003). Some of
the key lessons learned during the operations are (Murphy, 2003): that robots are only used
in enclosed areas inaccessible to humans, that signi�cant communication drop-outs might
be expected, and that it is important to keep in mind that it is the information the robot
provides, not the robot itself, which is the real help.

To provide useful and understandable information about theinterior of a collapsed building,
it is important for the robot to be able to generate a dense 3D map, which humans can
use for navigating and locating victims. The 3D mapping of a search and rescue scenario
using an autonomous robot is a challenging simultaneous localization and mapping (SLAM)
problem where, when the robot moves into the interior, it is expected to move with six
degrees-of-freedom in a three-dimensional environment and the odometry information from
the wheel encoders is totally unreliable due to the nature ofthe disaster environment (see
Figures 1(a) and 1(b)).

In this work, a SLAM algorithm for the practical search and rescue scenario as established
in the RoboCup Rescue competition1 is provided. For the work reported in this paper,
a smaller tracked mobile robot that is capable of navigatingsuch challenging environment
(Figure 1(c)) was employed. It is assumed that information about robot egomotion through
an inertial measurement unit (IMU), as exploited in many 6 DOF airborne SLAM algorithms,
is not available. The robot is equipped with a time-of-
ightrange camera (Swiss Ranger SR-
2 (Oggier et al., 2004), low resolution, 160� 124 pixels) and a higher resolution conventional
camera (UniBrain Fire i camera, 640� 480 pixels). The two cameras are �xed relative to
each other as illustrated in Figure 1(d). The Swiss Ranger islighter than the traditional Sick
laser range�nder, and can also provide 3D range data withoutan additional tilting/panning
mechanism. This camera illuminates the scene with infra-red radiation. Although it is
possible to capture an intensity image from this camera, it was found to be too noisy and
subject to substantial changes in illumination as the camera pose changes. A conventional
camera, insensitive to the infra-red light emitted by the Swiss Ranger, is used to capture
scene texture and to extract salient visual features to aid the SLAM algorithm.

1.1 Related work

Laser scanners are one of the most popular sensors employed in 3D SLAM research because of
the accurate range information they provide. The most common approach is to use 2D laser
to generate 3D scans (Cole & Newman, 2006). For example, the AIS 3D laser range �nder is
built on the basis of a 2D range �nder extended with a mount anda servomotor (Lingemann
et al., 2005),(N•uchter et al., 2004). The mapping is done bymeans of a fast pose tracking
algorithm and 3D scan matching. The proposed algorithms have been evaluated at RoboCup
Rescue 2004 in Lisbon (N•uchter et al., 2005). However, the use of a range sensor only, such
as laser scanners, may exhibit a number of important limitations (Karlsson et al., 2005): (i)
the large number of features makes e�cient map maintenance avery hard task (ii) the data
association is not very reliable, especially when the loop is closed.

1http://www.rescuesystem.org/robocuprescue/



(a) Caster (one of the robots from Centre for Au-
tonomous Systems) in the 2005 RoboCup Rescue
competition

(b) The mock-up search and rescue arena built at
the University of Technology, Sydney

(c) Tarantula mounted with the two cameras (d) The regular UniBrain Fire-i camera and the
Swiss Ranger SR-2 range camera

Figure 1: Search and rescue arena and robots, and the proposed sensor package

Passive images as those obtained from a traditional camera are also popular for 3D SLAM
due to the low cost, light weight and low power requirements of the sensor. It has also
the added bene�t of enabling roboticist to incorporate advances from the image processing
community. In particular, approaches to e�ciently represent the salient regions of an image
such as Scale Invariant Feature Transformation (SIFT) (Lowe, 2004), provide reliable data
association which is an essential component of SLAM.

However, an image from a single 2D camera can not provide depth information which is
necessary for SLAM. Recently, di�erent approaches have been used to overcome this. One
way is to use stereo vision systems. For example, (Se et al., 2002),(Se et al., 2005) have
made use of a Triclops system where three images are obtainedat each frame. SIFT features
are detected and matched and used in an Extended Kalman Filter (EKF). The approach is
however not globally consistent as the cross-correlationswere not fully maintained for com-
putational reasons. (Sim et al., 2005) proposed a Rao-Blackwellised particle �lter instead.
No mechanical odometry information is used and visual odometry for 2D robot motion is
computed by matching consecutive images. The extension to 6DOF is feasible but will
require a signi�cantly large number of particles to represent the robot trajectory.



There have also been some interesting SLAM algorithms usinga single camera, where ei-
ther delayed or un-delayed initialization techniques havebeen proposed for the SLAM fea-
tures (Kwok & Dissanayake, 2004), (Sol�a i Ortega et al., 2005). This approach usually
assumes that a robust data association is available and alsothat relatively accurate odome-
try information can be employed to produce a baseline. (Davison & Murray, 2002) proposed
active SLAM using a single camera. A known pattern is required to initially derive the scale
from the given features. The low density of features in the resulting maps pose a limitation
in the applicability of the approach in search and rescue scenarios. (Eustice et al., 2004)
provided a SLAM algorithm where features are not included inthe state vector. Odometry
and image matching information are used to estimate the camera poses and the �nal map is
obtained by combining the images together using the updatedcamera poses. In their exam-
ple, the quality of the odometry information is relatively high. Another interesting SLAM
algorithm using a single camera is vSLAM (Karlsson et al., 2005), where the environment is
loosely represented as a topological map.

Although these SLAM approaches using visual cues are promising, camera calibration and
stereo correlation in general are not robust or reliable enough to provide accurate depth
information, particularly at longer distances. Obtainingdense 3D maps for navigation using
only visual perception, especially when there is no odometry information available, still poses
signi�cant challenges (Saez et al., 2005).

It can be imagined that combining range sensors with cameraswill allow for the building of
more accurate 3D maps in a more robust manner. Very recently,some research along this
direction has been published. For example, (Newman et al., 2006),(Cole & Newman, 2006)
make use of a tilting 2D laser scanner and a camera for SLAM in outdoor environments.
The camera is mainly used in the detection of loop closure. (Ohno & Tadokoro, 2005) use a
3D scanner to generate an initial rough 3D map, and then use the dense texture images to
recover the �nal 3D shape.

In this work a novel sensor combination is proposed. It consists of a traditional passive
camera and one of the recently developed low resolution range imagers, in this case the
CSEM Swiss Ranger SR-2 (Oggier et al., 2004). The sensor, which has been successfully
proved by (Weingarten et al., 2004) to have the ability to be used for some simple local
navigation, is enhanced here with a traditional passive imager to perform SLAM: the key
idea is to use the traditional camera image to help in the dataassociation and to use the
dense 3D information acquired from the Swiss Ranger to update the �lter.

1.2 Contributions

The main contribution of this work is to provide a SLAM algorithm that is particularly
suited for unstructured, unmodi�ed 3D indoor environmentssuch as those present in search
and rescue operations. The main features of the proposed SLAM algorithm include:

� The range image information from the Swiss Ranger and the information from a 2D
traditional camera are successfully combined and used in SLAM to produce dense 3D
maps.



� The robot is allowed to move in 6D.
� No odometry information is required.
� SIFT 2D matching plus a 3D outlier removal (RANSAC (Fischler& Bolles, 1981))

successfully provide the means to accurately establish an initial local registration.
� The �lter is manageable for small indoor environments like the RoboCup search and

rescue arena since only a limited number of features and camera poses are included
in the state vector.

2 The Structure of the Algorithm

2.1 Justi�cation of the algorithm

As the Swiss Ranger images provide the relative location of each pixel in the camera pose
frame, once the accurate camera poses (in the global frame) at which the images were
taken are available, the ranging images can be combined to produce a 3D point cloud map.
Although the uncertainty associated with the observed 3D relative locations at each pixel is
not represented in the �nal 3D map, the advantage of this method is its tractability, as the
total number of camera poses will always be far less than the number of 3D points, possibly
orders of magnitude smaller. Especially when the noise on the relative locations is small,
as is the case of accurate range sensor such as tilting laser range �nders, a good quality
estimate of the �nal 3D map can be expected. By doing so the SLAM problem is reduced to
that of the estimation of a state vector containing all the camera/robot poses. This is the
approach used by many researchers in the SLAM community, e.g. (Lu & Milios, 1997), (Cole
& Newman, 2006), (Eustice et al., 2004).

However, as information about the relationship between thecamera poses is not available
through odometry, and given that the robot displacement between each of the poses is
signi�cantly large, direct scan matching is not feasible inthe present application. It is
essential to have a strategy for associating successive range images through extraction of
some salient features of the environment. The resolution ofthe Swiss Ranger is inadequate
to be able to extract reliable geometric features of the environment directly from the range
image. Thus visually salient features extracted from a conventional camera are used to help
in associating range images and representing the environment. To that end, in the algorithm
presented here an estimation of a state vector containing all the camera poses plus a limited
number of the 3D point features selected from the environment is proposed. This is in
contrast with the state vector used in (Lu & Milios, 1997), (Cole & Newman, 2006), (Eustice
et al., 2004). There are two important further reasons for choosing to include some features
in the state vector: (1) By adding some features in the state vector the estimation accuracy of
the camera poses is expected to improve. The reason is that there is also some uncertainties
in the feature locations. Hence, including the feature locations in the state vector will aid
the �lter to adjust both camera poses and feature locations to better �t the observation
data. (2) By adding features in the state vector, the observation noises can also be dealt
with directly in the �lter. If only the camera poses are included in the state vector, the
raw observations need to be converted into the relative camera pose transformations and the
uncertainty of the transformation needs to be computed. Usually, some approximation is
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Figure 2: Flowchart of the 3D mapping procedure. Input: new camera image and new range
image. Output: updated camera poses and feature positions estimation.

needed to compute the covariance of the transformation. Forexample, (Lu & Milios, 1997)
assume that the range noise for each point has the same Gaussian distribution, whereas
(Cole & Newman, 2006) derives the covariance matrix by sampling the error surface around
the converged minima and then �tting a gaussian to that localsurface. For 3D laser scans,
it is probably acceptable to assume that the range noise is the same for each point. But for
the case of the Swiss Ranger, the range noise associated withdi�erent pixels may be quite
di�erent.

In this work an Extended Information Filter (EIF) is proposed to estimate the state vector.
There are two reasons for employing an EIF instead of an EKF here: (i) as a sequence of
camera poses instead of only the last one is included in the state vector, the formulae for EIF
is simpler; (ii) the resulting information matrix is sparseand the sparseness can be exploited
to reduce the computational cost.

2.2 Flowchart

The 
owchart of the algorithm is given in Figure 2. As no direct synchronization of the two
cameras is possible, the robot is brie
y stopped to acquire the camera image and the range
image at the same time. From these the \Feature Selection andData Association" module
will produce the initial estimate for the new camera pose andselect a small number of 3D
point features. Then the observations from the camera posesto these selected point features
will be used to update the state vector in the \EIF SLAM" module.

2.3 State Vector

The state vectorX of the EIF SLAM contains a set of 3D features and a set of cameraposes.
The �rst camera pose is chosen as the origin of the global coordinate system.

A 3D point feature in the state vector is represented by

(xF ; yF ; zF ) (1)

expressed in the global coordinate frame.

A camera pose in the state vector is relative to the global world frame de�ned by the camera
pose when the �rst camera image and range image are taken. Thesix parameters used to
represent it is

(xC ; yC ; zC ; � C ; � C ; 
 C ) (2)



in which � C , � C and 
 C represents the ZYX Euler angle rotation. Hereafter the correspond-
ing rotation matrix is referred to asRP Y(� C ; � C ; 
 C ). The mathematical relationships for
converting back and forth between ZYX Euler angles and rotation matrix are given in ap-
pendix A.

When odometry is not available, estimation accuracy can be enhanced by including linear
and angular robot velocities into the state vector, in conjunction with a motion model that
de�nes the relationship between robot positions, velocities and accelerations. Typical discrete
motion models require that these velocities are approximately constant between sampling
instances, and that the sample rate is high, as addressed in (Davison, 2003) with a high frame
rate (30 frames per second), free 
ying camera. However, in the problem addressed in this
paper, sampling rate is low and velocity estimates are too unreliable to be incorporated into
the motion model. Hence, the state vector contains only the set of camera poses (position
and orientation) from which the SIFT features are detected,and the 3D features themselves.

3 Feature Selection and Data Association

The feature selection and data association procedure is illustrated by the Figure 3 
owchart.
Firstly, SIFT features are detected in the 2D camera image and matched across those in
previous images. Then if a reasonable number of matches has been found the correspond-
ing pixels in the Swiss Ranger image are derived, and the 3D position of these features is
computed. Further, RANSAC (Fischler & Bolles, 1981) is applied to remove poor quality
matches and outliers, and a 3D points registration algorithm is applied to compute the ini-
tial value of the new camera pose. The details of some important steps in this process are
provided below.

3.1 Extract SIFT Keys and Match with Previous Images

With no prior knowledge of the robot motion nor the scene, an e�cient mechanism to es-
timate the relative pose between two images is required. A popular choice drawn from
computer vision as a fundamental component of many image registration and object recog-
nition algorithms is SIFT (Se et al., 2002),(Lowe, 2004). Whilst not the only one, a relatively
recent comparative study (Mikolajczyk & Schmid, 2003) of several local descriptors showed
that the best matching results were obtained using the SIFT mechanism, which was identi�ed
as the most resistant to common image deformations.

The main strength of SIFT is to produce a feature descriptor that allows quick comparisons
with other features, and is rich enough to allow these comparisons to be highly discrimi-
natory. The robust data association between SIFT features is particularly e�ective as the
descriptor representation is designed to avoid problems due to boundary e�ects, i.e., smooth
changes in location, orientation and scale do not cause radical changes in the feature vector.
Furthermore, while the representation was not designed to be explicitly invariant to a�ne
transformations, it is nevertheless surprisingly resilient to deformations such as those caused
by perspective e�ects (Mikolajczyk & Schmid, 2003).
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Figure 3: Flowchart of the feature selection and data association module. Input: new camera
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features positions. HereK is the number of previous camera images. A and B are two
thresholds experimentally set to 10 and 6 respectively.
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Figure 4: A single feature detected with the regular Firei camera can correspond to multiple
pixels in the Swiss Ranger depending on the distance.

An e�cient strategy to match keypoint descriptors is that pr oposed in (Lowe, 2004), where
the distance to the closest and second closest neighbours must be less than a certain ratio to
guarantee reliable matching. Note also that su�cient overlapping between images is required
for a signi�cant number of features to be reobserved and matched.

3.2 Convert 2D Features to 3D Positions

Given a pixel in the regular Firei camera, the model of (Heikkila & Silven, 1997) is used
to obtain the corresponding bearings. Using these a linel (Figure 4) can be described on
which the features must be located.

Due to the o�set between the two cameras the corresponding pixel in the Swiss Ranger can
not be directly determined, because it depends on the distance as illustrated in Figure 4.
Furthermore, the problem of di�erent resolution between the two cameras exists, thus a
precise pixel to pixel match cannot be expected.

Our solution is to make a linear interpolation between neighboring pixels and determining
where it intersects l, which is then taken as the position of the feature. In case ofnon-
convex objects, the o�set between the cameras might result in more than one interpolation
intersecting with l, in which case the position closest to the Firei camera is used.

Searching through interpolations of all neighboring pixels would be a tedious and slow pro-
cess. However, as the Swiss Ranger has a limited range the search can be limited to a subset
of the pixels. Assuming the z-distance to features must be greater than dmin and less than
dmax , two corresponding 3D points onl can be obtained. Knowing the transformation be-
tween the cameras these can be converted into Swiss Ranger pixels, giving a line in the Swiss
Ranger image on which the feature must be located. Only neighboring pixels on this line
thus need to be searched.

As the cameras are located relative close to each other compared to the operating distance



of the Swiss Ranger, the actual number of neighbors needed tobe searched is quite small.
For a realistic working range withdmin = 0:4m and dmax = 7:5m, it means searching about
15 neighboring pixels.

3.3 RANSAC and Registration

The initial correspondence between the two sets of 3D pointsin the two images is derived by
SIFT matching as described earlier. Whilst reliable, the matching process is not unambigu-
ous and can indeed produce incorrect pairings. In order to make the data association more
robust and work out the relationship between the two camera poses, RANSAC (Fischler &
Bolles, 1981) and the least square 3D point �tting techniques proposed by (Arun et al., 1987)
is applied to re�ne the match. The process of the re�nement isas follows.

First six pairs of matching points from the matching result provided by SIFT are randomly
selected. The camera pose transformation is computed usingthe method in (Arun et al.,
1987) assuming that the six matches are all correct. After obtaining the transformation,
the features matched from the two images are �tted through RANSAC to check the total
number of pairs that are consistent with this transformation. The process is repeated to �nd
the transformation with the largest number of matched pairs. This entire subset of matches
regarded as correct can then be used to calculate the camera pose given the least square
�t of all of them. As a large number of features between two scans are usually identi�ed,
a subset is chosen to limit the number of features inserted inthe �lter. A quality measure
has been chosen to avoid features being cluttered within a small area out of those with the
smallest registration error.

It should be noted also that whilst this process might successfully register the current pose
with a number of previously taken images, only the �rst imagein the natural sequence of
poses for which a suitable registration is found is actuallyused to compute the initial value of
the new camera pose. It is argued that as the global error willincrease through the images,
the most precise global pose can be obtain from the registration with the �rst image for
which a correspondence can be successfully established.

4 The Filter for SLAM

The selected 3D features and new camera pose from the output of \Feature selection and
Data Association" module are used as the input in the EIF SLAM. The 3D data from the
Swiss Ranger for each selected feature form the set of observations used in the estimation
process.

4.1 Observation Model

A 3D feature is detected by the cameras sensor package as a pixel locationu; v and a depthd.
These observed parameters can be written as a function of thelocal coordinates (xL ; yL ; zL )
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The relation between the feature local coordinates and the state vector X , represented in
global coordinates as de�ned in Section 2.3, is
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Thus the observation model becomes0

@
u
v
d

1

A = H (X ) = H1(H2(X )) + w (7)

where w is the observation noise. It is assumed thatw is (approximately) a zero mean
Gaussian noise (3D vector). The following section details the calibration process and the
noise model derivation of the Swiss Ranger.

4.2 Range Sensor Characterization

The Swiss Ranger SR-2 works on the principle of emitting modulated light with a 20MHz
frequency and then measuring the phase shift of the re
ection. The distance measured by
the Swiss Ranger is encoded into 14 bit integers. Ideally themapping should be such that
0 corresponds to 0 meters and 16,383 to 7.5 meter, the known non-ambiguity range of the
sensor (Oggier et al., 2004). As documented by (Weingarten et al., 2004) this, however, is
not the case, and to obtain precise distance measurements itis required to compensate for
an o�set and linear scaling. In this work, a di�erent o�set and scale has been determined
for every half meter in order to take into account the potential non-linearities.

Further to distance information, the Swiss Ranger is also able to return information about
the re
ected signal's amplitude, which is in turn related tothe signal's energy. The noise
measured at each pixel has been demonstrated to exhibit a direct correspondence to the
energy of the re
ected signal (Oggier et al., 2004). It is thus reasonable to assume that the
noise on the acquired distance information can be primarilyrelated to the variance of the
signal's amplitude.
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Figure 5: Noise model giving the variance as function of the pixel amplitude

Positioning the Swiss Ranger at a known distance from a planar wall, a set of images can be
acquired and the noise at each pixel can be statistically determined. A function can then be
�tted to the points obtained by plotting the noise variance as a function of the amplitude.
The resulting noise model is shown in Figure 5.

The energy and amplitude are directly related to the integration time selected for the camera
when acquiring the images. Generally, greater integrationtimes yield more precise results.
However, due to limitations in the implementation of the Swiss Ranger, acquiring data for
too long might result in saturation of pixels for which thereis a high level of re
ection. As
re
ection depends very much on the distance, high re
ections will usually occur from objects
close to the camera. The selection of the integration time thus becomes a trade o� between
the ability to see objects close to the camera and the accuracy of objects further away.

For the experimental setup, an integration factor of 40 (Theactual integration time is 40�
256�s � 10ms) was employed, as this provides the most accurate measurements between
one and three meters. Depending on the textures of the environment it will most likely
see obstacles both closer and further away. Yet it is within this range that most of the
features identi�ed in the search and rescue environment areexpected, and where the highest
precision is required. To that end, the calibration was alsocarried out by taking a number
of consecutive amplitude measurements of a reference surface at various distances within
this interval. Very recent publications (May et al., 2006) about the sensor have suggested
novel approaches to achieve reliable calibration and online adaptation to changes in the scene
lighting conditions.

4.3 The Extended Information Filter

The Extended Information Filter (EIF) (see e.g. (Thrun et al., 2005)) is used for the estima-
tion of camera poses and feature positions. Leti represent the information vector andI be
the associated information matrix. The relationship between the estimated state vectorX̂ ,
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the corresponding covariance matrixP, the information vector i and the information matrix
I is

X̂ = I � 1i; P = I � 1: (8)

When the �lter starts the state vector is initially empty. Th e corresponding information
vector and information matrix are also empty.

4.4 Flowchart of EIF SLAM

The process of EIF initialization and update using the selected features is shown in Figure 6.
It contains three important blocks: \initialize features not already in �lter", \initialize cam-
era pose" and \update �lter", which are described in the following subsections. It is assumed
thereafter that the �rst k range images have already been fused in the �lter and the (k +1)th
range image is to be fused. The selected features and camera pose are obtained through the
\Feature Selection and Data Association" module describedin Section 3 .

4.5 Initialize Features not already in Filter

The selected features that are not in the �lter yet need to be given an initial estimate to
be incorporated in the �lter. This process is di�erent from the new feature initialization in
traditional EKF SLAM (e.g. (Dissanayake et al., 2001)) in the sense that the features to
be initialized are not new features observed at camera posek + 1. They have already been
observed before but were not selected to be added to the �lterat that stage.

In the initialization step, the information vector and information matrix are augmented by
adding zeros in the rows and columns corresponding to the newly added features. The



observation from the previous camera pose where the featurewas �rst observed plus the
current estimation of that camera pose (inX̂ (k)) can be used to obtain an estimate of the
position of the new feature by0
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The estimate of the state vectorX̂ (k) is augmented by including the new feature position
estimate given by (9). To simplify the notation, the estimate of the state vector and the
corresponding information vector and information matrix are still denoted asX̂ (k), i (k) and
I (k), respectively.

Algorithm 1 InitializeFeatures
Require: F eatures: Estimated 3D position of the feature (calculated by the estimated

previous camera pose that observed it and the observation from that camera pose)
1: Augment X with F eatures
2: Augment i with 0's corresponding toF eatures
3: Augment I with 0's corresponding toF eatures

4.6 Initialize the New Camera Pose

The initial value of the new camera pose obtained from the \Feature Selection and Data
Association" module is used to initialize the new camera pose in the state vector. The
estimate of the state vector containing the newly initialized camera pose is still denoted
by X̂ (k). The corresponding information vector and information matrix are augmented by
adding zeros and are still denoted asi (k) and I (k).

Algorithm 2 InitializeCameraPose
Require: Camera: The estimated 6D new camera pose in global frame

1: Augment X with Camera
2: Augment i with 0's corresponding toCamera
3: Augment I with 0's corresponding toCamera

4.7 Update Filter

The initialization steps provide the initial values for thenew elements in the state vector.
These initial values are necessary for the Jacobian computation (to guarantee that the nonlin-
ear observation functions are linearized at the right point). Since the corresponding elements
in the information vector and information matrix are set to zero, no observation information
has been fused into the �lter. This is di�erent from the EKF SLAM initialization step where
the covariance matrix corresponding to the new features is also initialized.

In the update step, all the observations related to either the newly added features or the
new camera pose are employed to compute the updated information vector and information
matrix.



The observation vector can be expressed by

z(k + 1) = Hk+1 (X ) + wk+1 (10)

which represents the combination of the observations made from the previous camera poses
to the new added features, and the observations from the new added camera pose to all the
selected features. These observations contain information related to the current state vector
but have not been used in the �lter before. Note that the observation model from the �rst
camera pose is slightly di�erent from the other camera posesbecause the initial camera pose
is the origin of the global coordinate system. Hence the relationship is still described by (7)
but (xC ; yC ; zC ; � C ; � C ; 
 C ) are all set to zero.

The corresponding Jacobian can be computed and evaluated atthe state vector estimation
X̂ (k) and is denoted asr Hk+1 . The formulae are given in appendix B.

The information vector and information matrix update can bedescribed by:

I (k + 1) = I (k) + r H T
k+1 Q� 1

k+1 r Hk+1

i (k + 1) = i (k) + r H T
k+1 Q� 1

k+1 [z(k + 1) � Hk+1 (X̂ (k)) + r Hk+1 X̂ (k)]
(11)

whereQk+1 is the covariance matrix of the observation noisewk+1 . Note that the dimension
of Qk+1 depends on the total number of individual observations inz(k + 1).

The corresponding state vector estimationX̂ (k + 1) can be computed by solving a linear
equation

I (k + 1) X̂ (k + 1) = i (k + 1) (12)

(see the relationship (8)). Since the information matrix issymmetric and positive de�nite, it
is possible to use Cholesky Factorization to e�ciently solve for X̂ (k + 1), without having to
explicitly calculate the dense covariance matrix.X̂ (k + 1) is necessary for the computation
of the Jacobians at the next time step.

It is important to highlight the fact that since data association is carried out using SIFT
and RANSAC, it is not necessary to recover the covariance matrix for data association as is
the case with most of the EIF SLAM algorithms such as SEIF in (Thrun et al., 2005).

Algorithm 3 UpdateFilter
Require: Observation: The observations from previous camera poses to the newly added

features plus the observations from the new camera pose to all the selected features
1: Update I and i according to (11)
2: Compute the new estimateX̂ by (12)

5 Experimental Results

5.1 Experiment Setup

To test the validity of the approach data was collected with arobotic platform based on the
\Tarantula" remote controlled robot toy, a small, lightweight (6 kg), low-cost, high mobility



SIFT Feature Extraction SIFT Matching RANSAC and Registration EIF
68.8s 31.7s 0.6s 121.7s

Table 1: Processing time broken into the four main parts of the algorithm.

vehicle (see Figure 1(c)). It features two pairs of driven, tracked foldable arms (or 
ippers)
which allow it to climb stairs with slopes in excess of 45� and obstacles up to 40cm in height
and 20cm in width, self-right, run inverted and rise to provide a ground clearance of 20cm.
The imaging sensor package has been mounted at the top, as seen in Figure 1(c).

Data was collected in a mock-up Urban Search and Rescue (USAR) arena of 6� 6m2. This
simulates a multi-level disaster area with plenty of debrislying around, as seen in Figure 8(a),
where a robot navigates in order to map the environment and locate victims within.

The data was collected by remotely controlling the Tarantula in part of the arena (around
6� 3m2) following a path providing loop closure at the end (see the illustrated trajectory in
Figure 8(c)). The Tarantula was regularly stopped to capture pairs of range and regular 2D
camera images, totalling 32 pairs throughout the loop.

5.2 Results

The range and camera images constitute the input to the SLAM algorithm. The total
processing time is 3 minutes and 43 seconds for 32 images, giving a state vector with 1014
elements (31 camera poses (6D) plus 276 features (3D)). A more detailed view of where
the calculation e�ort is spent is summarized in Table 1. The computational time of the EIF
grows quickly as the dimensions of the �lter increase. However, in the current implementation
the sparsity of the information matrix is not exploited. For the example analysed in this
paper only 2:5% of the elements in the matrix are non-zero - the structure of the matrix
is illustrated in Figure 7. Also, the code has not been optimized yet and there is room to
speed-up the computation of the algorithm.

All time measurements are performed on a laptop computer with a 1.86GHz Intel Centrino
processor, 512MB of RAM and running Linux. The program has been written in C++ and
calls an external program for the SIFT feature extraction.

After the �nal updated camera poses are obtained, all the 3D points in the 32 range images
are plotted in the same global frame and a dense 3D map is constructed. Figures 8(b) and
8(c) show the �nal map where texture has also been added to thepoint cloud. The map
obtained is also consistent with the walls (measured by handusing a tape measure) as shown
in Figure 8(b). The trajectory described by the �nal camera poses has been superimposed in
Figure 8(c). It appears to be consistent with the real trajectory when the data was collected,
although no ground truth of the trajectory is available.

It can be seen that the map obtained using the proposed algorithm, Figure 8(b), is much
better than the map generated by simply registering all the images together in sequence,
depicted in Figure 8(d). It can also be clearly seen in the corresponding video that when



Figure 7: The black area shows the locations of non-zero elements in the sparse information
matrix. Only 2:5% of the 1014� 1014 elements are non-zero.

using the �lter the accumulation of the registration error is small and consequently the
correction when the loop is closed is also small. This is primarily due to the fact that all the
camera poses are continuously being updated as the algorithm proceeds. Thus it is possible
to integrate all the dense depth information, not just the location of the features present in
the state vector, to incrementally create an accurate map ofthe whole environment. This is
in contrast to traditional EKF SLAM implementations where only the last pose of the robot
is used in the state vector. As recently discussed in (Dellaert, 2005), incorporating all of the
robot poses into the state vector reduces the potential for divergence compared to an EKF
or an EIF SLAM that maintains only the last pose of the robot inthe state vector.

Two details of the �nal map are shown in Figure 9. Figure 9(a) shows a close-up of a corner
with a blanket on the wall, alongside a higher resolution camera picture of the same area,
Figure 9(b). Figure 9(c) shows the detailed map of another section with two paper boxes,
which also matches the real corner depicted in Figure 9(d).

6 Conclusion and Discussion

In this paper a SLAM algorithm suitable for mapping a search and rescue arena with a
mobile robot is proposed. It is assumed that no robot odometry information is available
and the only sensor equipped on the robot is a low resolution range sensor and an ordinary
camera. An Extended Information Filter (EIF) is used to estimate the camera poses and a
limited number of selected 3D point features. The �nal 3D mapis constructed by combining
the range images using the updated camera poses. The proposed algorithm is validated using
experimental data collected from a mock-up search and rescue scenario.



(a) The mock-up search and rescue arena at the
University of Technology, Sydney

(b) Final 3D map { with walls (measured by hand
using a tape measure)

(c) Final 3D map { with robot trajectory (d) Map obtained by simple registration of the im-
ages in sequence without any �ltering

Figure 8: Final 3D maps

The size of the search and rescue arena is around 6� 6m2, and the number of images taken
is usually less than 100. Thus the proposed algorithm is computationally adequate even
without exploiting the sparseness of the information matrix (Figure 7) as only a limited set
of the features that are extracted from the images are employed in the �lter. Using only a
limited set of observed features is a clear tradeo� between computational complexity and
information loss. When the number of camera poses is large, the recovery of the state vector
can be e�ciently done by solving a sparse linear equation as demonstrated by (e.g. (Eustice
et al., 2005)(Frese et al., 2005)(Wang et al., 2005)). In large scale environments, the use of
local submaps (Estrada et al., 2005),(Huang et al., 2006) may be required to manage the
computational e�ort.

Though the current results appear promising, there are somelimitations to the proposed
solution. Some of these are due to the characteristics of theSwiss Ranger:



(a) Final 3D map { a corner with a blanket (b) Picture of the corner with blanket in the search
and rescue arena

(c) Final 3D map { a corner with two paper boxes (d) Picture of the corner with two paper boxes in
the search and rescue arena

Figure 9: Textured close-ups of the �nal 3D map

1. For glass surfaces, the distance computed by the Swiss Ranger tends to be rather
noisy.

2. Objects smaller than one pixel (e.g. a grid-like object asseen from some distance
away) appear particularly noisy presumably because the sensed re
ection is coming
partly from the object and partly from the area behind it.

3. Plain, non-textured areas (e.g. a uniformly colored wall) result in too few features
being detected, which due to the narrow �eld of view of the Swiss Ranger actually
occurs relatively often (e.g. when the robot is close to thatwall).

Although, SIFT was found to be fairly good at detecting features with di�erent orientation
during the experiments, there are scenarios when the algorithm can fail. When there is
no signi�cant overlap between successive images, the initialization of the robot pose is not
possible. In a search and rescue environment, where the robot motion is slow and can be



controlled as required, this does not pose a major problem. If the proposed strategy is used
in other environments, speci�c control strategies will be required to ensure that the robot
poses inserted into the state vector are admissible by guaranteeing a minimum overlap.

Relying on SIFT for loop closure can fail when the robot observes a previously visited region
from a very di�erent viewpoint to all the images that have so far been acquired. In this
situation one possible strategy is to identify the potential for loop closure using the current
robot location estimate. Then, it is possible to exploit theknowledge of the current and
previous robot poses to control the robot such that an image is taken from an appropriate
view point to facilitate feature matching through SIFT. An alternative is to revert to using
the geometric location of the features to perform data association as in traditional SLAM
algorithms. This, however, requires extraction of at leastpart of the covariance matrix,
which negates a major advantage of the proposed algorithm. Recent results that exploit the
sparse structure of the information matrix (Wang et al., 2005) may allow for this solution
to be implemented in a computationally e�cient manner. Controlling the robot motion,
adequate exploration strategies and using a combination ofSIFT and geometry to facilitate
the data association are part of the future research plan.

On the algorithmic side, it has been noticed that the Euler angle representation might not be
ideal for the 3D EIF SLAM because a small change in the camera pose may result in a large
change in the corresponding Euler angles, and consequentlythe linearization can become
erroneous. The use of the Equivalent Axis or the Quaternion representation for the camera
orientation is expected to overcome this. Another interesting approach will be to decompose
the robot pose, one representing a �xed coordinate frame andthe other represented by the
Euler angles that relate the �xed coordinate frame to the robot pose. This way the magnitude
of the Euler angles can be kept small.2

Exploiting information from an inertial measurement unit (IMU) can also improve the perfor-
mance of the proposed algorithm. Although, an IMU capable ofproviding accurate estimates
of translational components of egomotion would require rather large and expensive equip-
ment, information from the gyroscopes of a low-cost IMU can provide accurate orientation
measurements which could assist in the registration of successive optical and range images.

Time is also being devoted to carry out a detailed comparisonof the results obtained from
this work with those of the other 3D SLAM algorithms recentlyproposed in the literature.
For example, if no features are included in the state vector,the method proposed in (Cole
& Newman, 2006) and (Eustice et al., 2004) could also be applied for this scenario (the
only di�erence being that no odometry information can be used). While it is anticipated
that by only using camera poses in the state vector less accurate maps will be obtained,
this is not known at this stage. Furthermore, being able to identify a more sophisticated
sensor observation model will most likely represent an improvement of the map quality. The
Markov Random Field approach (Diebel & Thrun, 2005) to generate high-resolution range
images is also expected to improve the quality of the 2D to 3D registration.

2The authors wish to acknowledge the anonymous reviewer for providing this suggestion.



A ZYX Euler Angles and Rotation Matrix

A.1 Convert ZYX Euler Angles into Rotation Matrix
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in which cX and sX representscos(X ) and sin(X ).

A.2 Convert Rotation Matrix into ZYX Euler Angles
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 = atan2(r21; r22)

else
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end if

wherer ij represents the (i0th; j 0th) element of the rotation matrix.

B Observation Model Jacobian

B.1 The Chain Rule

Using the chain rule, the Jacobian ofH (X ) is given by

r H (X ) = r H1(H2(X ))r H2(X ): (14)

The details are given below.

B.2 Jacobian of H1
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B.3 Jacobian of H2

For clarity the Jacobian is divided into 3 parts. One relatedto the camera position, one for
the camera orientation and another one for the feature position.



As the rotation is always related to the camera pose, theC subscript on � , � and 
 are
omitted.

B.3.1 Jacobian wrt. Camera Position
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B.3.2 Jacobian wrt. Camera Orientation
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B.3.3 Jacobian wrt. Feature Position
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