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Abstract  
 

Optimal  Search in Structured Environments 
 

This thesis is concerned with the development of optimal search techniques to 

find a target in a structured environment. It is necessary in many rescue and security 

applications for the responders to efficiently find and reach the phenomena of interest. 

Although the target location is by definition not precisely known, it is nevertheless 

imperative to make the best use of any available information.  

Given a known area described as a set of connected regions, a prior belief on the 

target location and a model of likely target motion, the underlying task addressed is to 

determine the best paths for the one or more searchers to follow to maximise their 

effectiveness. As the most related problem discussed in literature, the Optimal Searcher 

Path (OSP) problem, assumes that the searcher can instantly relocate between regions, 

one of the main contributions in this thesis is an extension to the OSP problem to deal 

with the more realistic scenario where a searcher needs a finite time to physically travel 

from one region to another. 

This work first considers the search of an indoor environment for a stationary 

target with the aim of minimising the expected time to detection. A dynamic 

programming approach is used to find an optimal ordering of regions to inspect. The 

proposed technique is also extended to the search for multiple targets.  

Secondly, for maximising the probability of detecting a moving target in a 

structured environment, the more general Optimal Searcher Path Problem with non-

uniform Travel times (OSPT) is formulated. A key contribution is a branch and bound 

solution approach with a new bounding technique, the Discounted MEAN bound, which 

also provides much tighter bounds for the OSP problem compared to existing methods. 

As this improvement is gained with almost no increase in computational time, optimal 

search paths can thus be feasibly derived for longer time horizons.  

Finally, a multi-agent problem where the searchers are aided by scouts that can 

help find but not rescue the target is considered. Envisaged applications include fire-

fighters (searchers) entering a building with a number of scouting robots. While the 

process terminates as soon as a searcher finds the target, successful scout detections can 

only improve on the knowledge available to guide future searches. The solution 

framework must therefore plan not only to maximise the probability of the searchers 

directly finding the target, but also put them in the best position to exploit any new 

information obtained from detections by scouts. It is shown that the problem can be 

partitioned into a series of modified OSP problems, through which the complete set of 

paths necessitated by each possible scout detection (and non-detection) can be obtained. 

Optimal and heuristic solutions to this problem are presented. 

 

 

 

 



1 Introduction  

This thesis is concerned with the development of optimal search techniques to 

find a target located somewhere in a structured environment. It is necessary in many 

rescue and security applications for mobile responders to efficiently find and reach a 

subject of interest, be it a victim, possible intruder, or an otherwise unexplained 

phenomenon. Under an Urban Search and Rescue (USAR) setting, the objective is to 

render aid to the victim as quickly as possible in a race against a diminishing survival 

window. In security scenarios, the target or phenomenon is to be found and investigated 

to minimise the potential for harm. Regardless of the specific application, a responderôs 

knowledge about the target location can be categorised as: 

¶ Perfect knowledge ï the responder knows where the target is at all times, or 

¶ Imprecise knowledge ï the responder has some idea of where it could be, but 

cannot be sure, or 

¶ No knowledge ï the target could indeed be anywhere. 

A responder can simply intercept the target via the most direct path if its location 

is known at all times. Conversely, in the absence of any knowledge, the best that can be 

done is to cover the entire area of interest as quickly as possible. In many cases, 

however, imprecise information can arrive in the form of distress signals, witness 

reports ñI last saw him in the back of the officeò, informed guesses based on past 

behaviour patterns, or data gathered through a network of sensors, such as motion 

sensors, in the environment. 

The objective of this thesis is to develop techniques that make the best use of this 

partial information in planning the paths taken by one or more responders, such that the 

search of a structured environment can be conducted as efficiently as possible. While 

some heuristic solutions are also developed, the main focus is on taking advantage of 

the increasing capability of modern computers to obtain optimal solutions within 

realistic time frames. 
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Figure 1.1 Thesis motivation ï given the available target information, determine the best path to 

search for the target. 

1.1 Elements of a Search Problem 

Search theory studies the problem of how to best allocate a limited amount of 

resources to find a target (or targets) whose location is not precisely known (Frost and 

Stone, 2001). Originating as a discipline from the work by Bernard Koopman and others 

at the Anti-Submarine Warfare Operations Research Group (ASWORG) during World 

War II, the number of decades since has seen a body of work developed both in theory 

and towards application. Having relevance in the areas of search and rescue, military 

and security operations, fault discovery, as well as in resource exploration, the 

overarching goal is to arrive at an allocation of the search resources such that the 

probability of detecting the target, or alternatively a reward linked to this probability, is 

maximised. 

The elements of a basic optimal search problem can be defined as (Koopman, 1980): 

¶ Target information: represented by a prior probability distribution of its location 

and other relevant states, 

¶ Searcher capability: the amount of search effort available for use and the 

restrictions on the manner in which it can be deployed, 

¶ Detection function: a function relating the amount of search effort applied at a 

location to the probability of detecting a target that is actually there, and 
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¶ Measure of search effectiveness: an objective that defines a reward in relation to 

the probability of finding the target when a given search plan is executed. 

Additional considerations include knowledge about the target motion (for moving 

target scenarios), sensor characteristics, and the representation chosen to model the 

search environment (the search set). These can also be considered as part of the above.  

An optimal search problem is therefore concerned with finding an allocation of 

the limited search resources available, such that the reward as specified by the measure 

of effectiveness is maximised. The solution of this problem informs the search planner 

or the searchers themselves how much and where each component of the effort should 

be placed at each time (Frost and Stone, 2001). 

1.2 Search for Targets in Structured Environments 

When searching in structured environments, the likely sources of prior target 

information can include witness statements, past activity logs, and information from 

networks of motion, heat, smoke, door or other sensors already instrumented in the area 

(Krishnamachari and Iyengar, 2004). Data may also come from additional sensor 

networks deployed for the express purpose of gathering more target information prior to 

risking the deployment of searchers (Batalin and Sukhatme, 2005). 

One of the natural ways to summarise the available target information, regardless 

of its source, is to represent it as the likelihood of the target being present in each part of 

the search environment. In the case of finding a ship lost at sea, Bourgault et al. (2001) 

employed a Bayesian approach where such a target probability distribution function 

(PDF), defined over a large uniform grid of cells representing the environment, is used 

as prior information. As the rescue air vehicles scour the ocean, the target PDF is 

updated using a model of the sensor and the expected target motion. Depending on the 

particular sensor used, its ñfootprintò may affect a large number of cells at once. 

The likelihood of target presence in structured environments can also be 

discretised into a number of cells. For the purpose of searching a structured 

environment, however, it can be seen that a searcher is principally concerned about the 

probability of the target being in each of the regions (rooms, floors or buildings) 

comprising the area. Viewed more simply, a searcher must eventually inspect a region if 

it has a chance of containing the target, but otherwise can ignore a whole region 

altogether. As such, while a large number of uniform cells are often necessary to 
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characterise a target PDF in an outdoor area, knowledge about a target in structured 

environments can also be summarised by the probability of the target being in a much 

smaller number of non-uniform regions. 

This difference in scale impacts on the techniques that can be feasibly applied, 

which in turn determines how far-sighted the search plan generated can be. When a 

target PDF is defined over a large uniform grid of cells, as is the case in many robotic 

applications (Bourgault et al., 2001; Moors and Schulz, 2006), it is usually only 

practical to either (1) select the optimal actions with respect to what could happen in the 

very short term future, or (2) try to plan over a longer horizon, but via suboptimal 

means. Short term planning can provide adequate solutions when the target PDF 

contains a clear gradient that leads a searcher towards the areas with high target 

probability. When the task is to search a structured environment replete with internal 

walls and doorways, however, this is much less likely to be the case. A searcher that 

uses short term planning under such circumstances may then be compelled to repeatedly 

cover a nearby area while remaining oblivious to the possibility of finding a target much 

further away.  

Given a structured environment divided according to its constituent regions rather 

than uniformly small cells, there exists the potential to generate plans that are optimal 

over a much longer time period. Instead of determining which direction to move 

towards in the very next instance, a searcher could instead determine a sequence of 

regions to inspect that maximises the overall effectiveness in the time available.  

Although there already exist techniques in Operations Research literature that 

generate long term plans for searching grids of uniform cells, the predominant 

assumption that the cells are essentially identical preclude their direct application for the 

search of the disparate regions here. A key motivation behind this thesis therefore is the 

development of optimal techniques that bridge the requirements of the search of 

structured environments with the optimal search problems that are in existence (Figure 

1.2). 
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Figure 1.2 Discretisation of different environments. 

1.3 Problems Addressed in the Thesis 

The following lists the three problems examined in this thesis and the 

corresponding issues that they seek to consider. 

 

Searching for a stationary target in a structured environment (Chapter 3) 

¶ How to best generate long term plans, based on a given target probability 

distribution, to search for stationary targets in structured areas?  

 

Searching for a moving target in structured environments using an imperfect 

searcher (Chapter 4) 

¶ How to model the search of a separated group of regions (e.g. cluster of 

buildings) or alternatively a set of contiguous regions (e.g. an office space with 

rooms and corridors)? 

¶ How to efficiently generate plans for the above environments when the target is 

known to be moving and when the searcher has a possibility of overlooking the 

target? 
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Searching for a moving target in structured environments with searchers and 

scouts (Chapter 5) 

¶ How to make the most use of platforms that can only detect but not rescue the 

target? 

¶ Since it is possible for positive target information to be received during plan 

execution, how does one plan to best take advantage of the possibility of 

replanning? 

 

Figure 1.3 summarises the relationships between the optimal search problems 

addressed in this thesis. 

Optimal Searcher Path 

Problem(OSP) 
[Stewartô79, Eagle/Yeeô90]

Generalised Optimal 

Searcher Path Problem 

(GOSP)
Chapter 4

Optimal Searcher Path 

problem with non-uniform 

Travel times (OSPT)
Chapter 4

Searcher/Scout Problem
Chapter 5

Multiple agents with 

positive target

information.

Need to adapt plans

during search.

Non-uniform travel times between cells

Non-uniform travel times

between cells

Minimum transit times

through cells

Search for Stationary Target(s) in 

Structured Environments
Chapter 3

Maximise probability of detection

Minimise expected time to detection

1

2

3

4

5

6 7

8 9 10 11 12

2

1 1 1 1

1

2

2

3

2

1

1 2 1

1

6

2 2
2

5

1 3
4

4

 

Figure 1.3 Problems considered in thesis. Chapters 3, 4 and 5 will formulate and develop optimal 

solutions for different extensions of the Optimal Searcher Path (OSP) problem in the literature. 
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1.4 Principal Contributions 

The main contributions of this thesis are: 

¶ The Optimal Searcher Path (OSP) problem in the Operations Research literature 

is extended to account for the time a searcher needs to move from one region to 

another. The ability to plan with the non-uniform travel times between regions in 

mind makes it possible to realistically model the discrete search of structured 

environments. Two complementary formulations are proposed: one is aimed at 

modelling the search of physically separated regions while the other deals with 

the search of environments consisting of contiguous regions, such as office 

spaces. 

¶ A branch and bound approach is presented to generate optimal plans for these 

new problems. A key contribution is a new bounding method that provides 

tighter bounds for the new problems as well as the original OSP problem with 

almost no additional computational cost. 

¶ A problem of searching with multiple searchers and scouts is presented, in 

which the search team obtains not only negative target information from non-

detection but additionally positive information concerning the target location 

from the scouts. Unlike most problems which terminate as soon as the target is 

found, successful detections by scouts only serve to improve on the current 

knowledge such that the team can react to better engage the target in the future. 

The team must correspondingly plan not only to maximise the probability of the 

searchers directly finding the target, but also give them the best chance of 

exploiting possible new information. It is shown that this need to plan for 

replanning can be addressed by equivalently solving a series of modified simpler 

detection search problems that always do terminate on detection. 

¶ Optimal and heuristic solution methods for the above Searcher/Scout problem 

are derived, such that the capabilities of all the sensing platforms in a search task 

are harnessed even when only a subset are capable of actually 

rescuing/engaging/servicing the target. 
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Conference on Intelligent Robots and Systems, Edmonton, Canada, pp. 3740-

3745. 

¶ Lau, H., Huang, S., Dissanayake, G., 2006, óProbabilistic search for a moving 

target in an indoor environmentô, In Proceedings of the IEEE/RSJ International 

Conference on Intelligent Robots and Systems, Beijing, China, pp. 3393-3398. 

¶ Lau, H., Huang, S., Dissanayake, G., 2007, óDiscounted MEAN bound for the 

optimal searcher path problem with non-uniform travel timesô, European 

Journal of Operational Research, in press. 

¶ Lau, H. Huang, S., Dissanayake, G., 2007, óMulti-agent search with interim 

positive informationô, IEEE/RSJ International Conference on Intelligent Robots 

and Systems, San Diego, USA, to be presented. 
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1.6 Thesis Structure 

The thesis is structured as follows: 

Chapter 2 discusses a number of search problems addressed in robotics and Operations 

Research literature. The Optimal Searcher Path problem (OSP), a discrete search 

problem which forms the basis for the rest of this thesis, is discussed in detail. The 

literature on search problems from the area of Operations Research mainly focus on 

techniques that generate long term solutions. On the other hand, typically sub-optimal 

or shorter time horizon solutions are employed due to practical constraints in robotic 

search applications. It is argued that due to the ability to naturally divide structured 

environments into a small number of constituent regions rather than a large grid of 

uniform cells, there is scope to optimally plan for the entire duration of the search on the 

level of the constituent regions inspected. 

 

Chapter 3 considers the search for a single stationary target in a known structured 

environment that can be described by a set of connected regions. In contrast to most 

problems in the existing literature, the scenario allows the search times of individual 

regions and the travel times between the regions to be arbitrarily specified. The 

objective is to minimise the expected time for detecting the target and a dynamic 

programming approach is proposed. The technique is also extended to the problem of 

searching for multiple targets. 

 

Chapter 4 formulates the Optimal Searcher Path problem with non-uniform Travel 

times (OSPT), which extends the OSP problem to model the search for a moving target 

in a structured environment. The searcher is imperfect in the sense that there could be a 

non-zero probability of missing the target even when the region in which the target is 

present is searched. The objective is thus to maximise the probability of detecting the 

target within a limited amount of time. A complementary formulation, the Generalised 

Optimal Searcher Path problem (GOSP), is also provided to specifically model the 

search of open indoor environments. A key contribution is a branch and bound solution 

for both problems with a new bounding technique, the Discounted MEAN (DMEAN) 

bound. DMEAN also provides much tighter bounds than existing methods for the OSP 

problem itself. As this improvement is made with almost no additional computation, the 
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bounding technique extends the time horizons for which plans for the OSPT and OSP 

problems can be feasibly obtained. 

 

Chapter 5 considers a general multi-agent search problem where one or more searchers 

are aided by scouts that can help detect but not rescue or engage the target. Envisaged 

applications include a team of fire-fighters entering a building with a number of scouts. 

While the process terminates as soon as a searcher finds the target, successful scout 

detections only serve to improve on the knowledge available to guide future searches. 

The solution framework must therefore plan not only to maximise the probability of the 

searchers directly finding the target, but also put them in the best position to respond to 

and exploit any new information obtained from detections by scouts. It is shown that the 

problem can be partitioned into a series of modified multi-searcher OSP problems, 

through which the complete set of paths necessitated by each possible eventuality of 

scout detection (and non-detection) can be obtained. Leveraging the work developed in 

the earlier chapters, optimal and heuristic methods are presented to address this search 

problem with both negative and positive target information. 

 

Chapter 6 summarises the main contributions of this thesis and suggests a number of 

future directions for research. 



2 Literature Review 

2.1 Introduction  

This chapter discusses a number of related search problems addressed in robotics 

and Operations Research literature. The Optimal Searcher Path problem (OSP), a 

discrete search problem which forms the basis of the rest of this thesis, is discussed in 

detail. The chapter is organised as follows: Section 2.2 discusses the literature on 

classical search problems stemming principally from the area of Operations Research, 

which focus mainly on techniques that generate long-term optimal solutions. Section 2.3 

canvasses search applications in robotics and related fields, where typically suboptimal 

or shorter time horizon solutions are employed due to practical constraints. 

2.2 Classical Search Problems 

2.2.1 Overview 

Benkoski, et al. (1991) provides a survey of the different types of problems 

explored in search theory literature, which can be viewed in the broad categories of one-

sided search problems and two-sided search games. The former assumes that the target 

is unwilling or unable to respond to the searcherôs action, such that once the search 

process has started, it is only the searcherôs plan (based on the expected target motion) 

that affects the anticipated outcome. This assumption is used in most maritime search 

and rescue (SAR) searches, where the target remains unaware of being the subject of the 

search and cannot actively influence the chances of detection until actually coming into 

close range with the searchers (Frost and Stone, 2001). This same assumption is made 

for the search problems in structured environments considered in Chapters 3, 4 and 5 of 

this thesis. Envisaged scenarios include situations with a compliant target, such as the 

search for a distressed or lost victim in a burning building, and in general cases where 

the searcher is difficult to detect.  

The second category, the two-sided search games, involves cases where the 

searcher and target cooperate to find each other, or where the target actively seeks to 

hide from the searcher. In the worst case scenario, a target may have perfect knowledge 

about the searcherôs actions and can always move to minimise the chance of capture. 

Faced with such an omnipotent (or even intermittently informed) adversary, the best 
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that a searcher can then do is to maximise the probability of capturing the target under 

the assumption that it will always do its worst. This in spirit describes the operations of 

the search allocation game (SAG) (Hohzaki, 2006) as well as the pursuit-evasion game 

(Gerkey et al., 2006), which in many cases also assume an arbitrarily fast target. Other 

problem variations where the target can actively counteract the searcher, such as 

choosing a stationary hiding position (Nakai, 1988), selecting a route to avoid ambush 

by a stationary searcher (Hohzaki and Iida, 2001) and avoiding detection by a searcher 

on a pre-planned route (Hohzaki and Iida, 2000), are also often addressed through 

game-theoretic means. Conversely, a target in a rendezvous problem (Alpern, 1995; 

Anderson and Weber, 1990), possibly armed with some knowledge of the searcherôs 

location, actually wishes to be found as quickly as possible. However, two-sided 

problems are outside the scope of this thesis.  

Due to the large body of work on one-sided search problems, the following 

sections will only provide an overview of the literature relevant to the problems 

addressed in this thesis. Figure 2.1 outlines the main one-sided detection search 

problems addressed in search theory literature. 

 

Changing from one cell to

 another incurs a time penalty/cost

Optimal Searcher Path 

Problem(OSP) 
(Stewart, 1979, Eagle/Yee, 1990)

Markov

target motion

Path constraints

on where 

search effort can be placed

Stationary Target 

Search Problems

Moving Target

Search Problems
(Pollock, 1970)

Search plan is just a ñpathò of the 

cells visited at t=1,2,é.T

NP-Complete

Solution method: Forward and 

Backward (FAB) algorithm

(Brown, 1980)

Solution methods: dynamic 

programming, integer programming

Solved with Langrangian multiplier 

methods

Solved with FAB
Solution methods: dynamic 

programming, branch and bound

Search Problems with 

Switch Costs 
(Onaga, 1971, 

Lössner and Wegener 1982 )

Solution methods: dynamic 

programming

Continuous Search Effort

(Infinitely divisible)

Search effort is spread over any 

number of cells at each time step

Eg. 20% in cell 1, 32% in 6, 48% in 7

Discrete Search Effort

All the search effort is placed in a 

single cell at each time

Search effort allocation at each time 

step is restricted with respect to the 

previous allocation

 

Figure 2.1 Classical detection search problems in discrete space and time. The problems gain 

complexity with additional features and constraints, indicated by the red plus signs. 
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2.2.2 Stationary Target Search Problems 

Early search problems sought to find a stationary target located at a point on a 

plane or alternatively in one of a number of discrete cells. Most cases assumed infinitely 

divisible search effort, such that multiple cells can be simultaneously searched at each 

time step. These continuous effort allocations might represent the amount of time that 

an aeroplane spends over each patch of the ocean, or the proportion of radar, sonar or 

other sensing resource that can be finely apportioned between the individual areas. 

Sensor effectiveness is represented by a detection function that maps the amount of 

effort invested in each cell to the probability that any target occupying it will be found; 

typically an exponential detection function was assumed. The task was therefore to 

arrive at an optimal effort allocation among the cells of the search environment, in terms 

of the amount of effort to be placed in each cell such that the overall probability of 

detecting the target is maximised. Other objectives including the minimisation of 

expected detection time were also addressed. 

Stone (1989) discussed a number of techniques used for solving this and other 

related basic search problems. As the best continuous effort allocation under the 

assumption of exponential detection functions forms a convex optimisation problem, 

Lagrange multiplier methods were typically used. Further work extended the conditions 

for the optimality of such techniques to support a wider class of regular detection 

functions. A regular detection function is defined to be one which has a continuous, 

positive and decreasing first derivative (Stone, 1989), such that the investment of effort 

to increase the probability of detection is subject to the law of diminishing returns.  

Discrete effort stationary target search problems provide a complement to their 

continuous counterparts by considering cases where all the available search effort is 

restricted to be in a single cell at each time. Modelling situations where a search 

resource (such as a ship or a manned patrol) cannot be simultaneously deployed in 

multiple places, the optimisation task then became that of finding the best sequence of 

cells for the searcher to visit. Alternate solution methods are necessary in cases where 

the search effort available is not infinitely divisible. While Lagrange multiplier 

techniques can be readily used to solve the problem in its continuous form, it can be 

shown that the same methods do not always result in an optimal solution when the 

search effort to be allocated is discrete (Zahl, 1963). Fortunately, for a restricted set of 

problems, one can sequentially construct an optimal plan by always choosing to search 
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the next cell that maximises the ratio of the next increment in probability of detection to 

the next increment in cost (Benkoski et al., 1991). This property for a locally optimal 

plan to be also globally optimal at any point in time is termed ñuniformly optimalò 

(Stone, 1989). For basic discrete search problems maximising the probability of 

detection, such a locally optimal strategy is also uniformly optimal whenever the 

detection function is concave and continuous (Stone, 1989). For example, a problem in 

which the ratio of the gain in probability of detection versus the increase in total cost 

(marginal rate of return) does not grow for each search of a cell can then be addressed 

with the locally optimal approach. This includes the typical problem where a fixed cost 

is incurred for the search of each cell and an exponential detection is used. In the related 

case where the objective is to minimise the expected cost, Stone (1989) also showed a 

locally optimal plan to be uniformly optimal as long as the marginal rate of return does 

not increase.  

On the other hand, search problems in which a ñswitchò cost is incurred whenever 

the searcher chooses a different cell (Gilbert, 1959; Kisi, 1965; Onaga, 1971; Lössner 

and Wegener, 1982) do not enjoy the same uniform optimality property. As will be 

further discussed in Chapter 3 and Chapter 4, respectively, enumerative approaches 

such as dynamic programming and branch and bound are then required.  

2.2.3 Searching for a Moving Target 

2.2.3.1 Target Motion Models 

In addition to the prior probability distribution of the possible target locations, a 

model of the targetôs likely motion over the time period of interest is central to 

determining the best course of action when searching for a moving target. Given that a 

target is assumed not to vary its actions during the search process, its motion may 

simply be described by its likely locations at each successive time step. For example, a 

submarineôs possible movements through a set of cells can be characterised by a 

number of tracks listing the sequence of cells it will visit should that track hypothesis be 

correct (Hohzaki and Iida, 1997). Each track w is typically defined as 
1
,..., Tw w w= , 

where 
iw is the position of the target at time i  and T  is the total number of time steps 

available for search. Some researchers such as Hohzaki and Iida (2001) also make use 

of target tracks unaccompanied by specific timing information. 
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It is typically the responsibility of the search planner to define the feasible tracks 

and assign the corresponding likelihood pw of each track being the actual path taken. 

Let ( , )h wy denote the probability of non-detection when the target uses track w and 

the searcher follows a plan .y  A basic optimisation task is then the choice of y to 

minimise ( , ).pw
w

h wyä  Since a discrete problem with 9 cells and 10T=  time steps 

may contain up to 109  possible target tracks, the number of tracks can become 

unmanageable even with modestly sized problems (Washburn, 1995). Not only is it 

difficult to just evaluate the objective function alone, assigning specific probabilities for 

each and every track would also be a cumbersome process. Many works therefore apply 

Markov assumptions to simplify the description of target motion. 

Instead of defining entire target tracks, Markov motion models assume that the 

likelihood of a target moving to another at a given time is independent of any prior 

action. In particular, such a motion model may be captured as a matrix G where 

element ( , , , )i j t uG  describes the probability that a target residing in a cell i  at time t  

will move to a cell j  at a later time ,u  typically 1,u t= + irrespective of its history 

before time .t  Chaining together the transition probabilities for 1,... 1t T= - then yields 

a distribution of target location at each time step. For clarity of explanation, the rest of 

this thesis assumes the use of a time invariant motion model, and thus G is restated as 

an N N³  matrix where ( , )i jG  holds the probability that the target in cell i  will move 

to cell j  at the next time step. The solution techniques to be developed in Chapters 4 

and 5 however can also be directly used with a target motion model that changes with 

time.  

The assumption of independence from prior actions allows Markov motion 

models to avoid the need to define all feasible target paths, while preserving most of the 

ability to describe target motion. Further realism can be introduced by simply redefining 

each ñcellò of the model to represent not just a single cell occupied the target but also an 

associated velocity and acceleration profile (Washburn, 2002). Moors and Schulz 

(2006) followed a similar approach in expanding the above simple Markov model to 

include also an intended direction of target motion learnt offline using random particle 

models. At a small increase in computation cost, the resultant second order model led to 

a noticeably more human-like evolution of the target probability distribution over time 

through the search space. It is even possible in the limit to use each cell to represent an 
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entire target track. This would however just recast the scenario as a stationary target 

search problem with an inordinately large number of cells (Washburn, 2002). 

2.2.3.2 Moving Target Problems Described in Literature  

It was not until the mid 1970s that a large number of researchers began to 

consider the one-sided optimal search for moving targets. The addition of an evolving 

target distribution greatly enlarges the state space, and as can be expected, simply 

maximising the detection probability for each individual time step does not guarantee a 

globally optimal allocation (Washburn, 1983). Consequently, only a very limited 

number (less than ten) of cells were considered in the early solutions to the moving 

target search problems in discrete space and time. 

In an important advance, Brown (1980) showed that a search plan for a 

continuous effort problem (using a regular detection function) is optimal only if the 

effort allocations at each time step t  also maximises the detection probability for a 

linked stationary target problem. In particular, each cellôs probability in the stationary 

problem is set to be equivalent to the joint probability of the target arriving at the cell at 

time t  and is not detected at any other time. Practically, this observation allowed the 

optimal search plan for continuous effort moving target search problems to be found by 

solving a series of simpler stationary target sub-problems. This approach greatly 

simplified the solution process, in that techniques already developed for finding optimal 

continuous effort allocations for stationary target search problems could then be directly 

applied. This overall iterative approach is formalised in the FAB (forward and 

backward) algorithm
1
 (Brown, 1980) and has since become the basis of solutions to a 

number of other related works (Tierney and Kadane, 1983; Washburn, 1995; Hohzaki 

and Iida, 1997; Kunigami, 1997; Dambreville and Le Cadre, 2002; Dodin et al., 2007). 

Reflecting its more general use, Washburn (1983) extended the FAB algorithm to 

consider other payoff functions, including minimising the expected cost to find a target 

and maximising the reward in a multi-state survivor search (Discenza and Stone, 1981).  

An interesting aspect of the FAB approach lies with the fact that it can quantify 

the maximum possible difference of any arbitrary planôs payoff from the truly optimal 

reward (Washburn 1981); the iterative computation procedure may then be terminated 

early once a solution guaranteed to be sufficiently close to optimal is found. The same 

property also makes the technique amenable for estimating the usefulness of partially 

                                                 
1 A more detailed description of the FAB algorithm can be found in Appendix A. 
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enumerated plans in a branch and bound framework, as will be further outlined in 

Section 2.2.3.4.  

Reflecting the similar difficulties with applying continuous effort methods to the 

discrete forms of the stationary target problem, the conditions under which the FAB 

algorithm generates an optimal solution are not always sufficient when the effort to be 

allocated is discrete. In particular, Washburn (1983) showed that unlike for the 

continuous effort case, critical discrete search plans found by the algorithm are not 

necessarily optimal.  

Of particular relevance to the problems considered in this thesis, the discrete 

Optimal Searcher Path problem (OSP) (Stewart, 1979; Eagle 1984, Eagle and Yee, 

1990; Dell et al. 1996; Hohzaki and Iida, 1997; Washburn 1998) in literature further 

restricts the cells which can be searched at each time. Aimed at modelling scenarios 

where the search effort is constrained to follow a path, if one cell is searched at a time 

interval ,t  then the effort can only be redeployed to a neighbouring cell at time 1.t+  

Due to this search effort constraint, the problem is known to be NP-Complete if 

maximising for the probability of detection, and at least NP-Hard when the objective is 

to minimise the expected detection time (Trummel and Weisinger, 1986). The following 

section describes the discrete effort form of the OSP problem in more detail. 

2.2.3.3 The Optimal Searcher Path Problem (OSP) 

The searcher and target move through an environment divided into a finite set of 

cells { }1C ,...,N=  (see Figure 2.2). The target occupies one cell at a time and moves 

according to a specified Markov model at each time step; a matrix G describes the 

probability that a target will move from any of the cells to another at the next time step. 

As an example, setting 
11 0 6,, .G =  

1 2 0 3,, .G =  and 
1 3 0 1, .G =  indicates that a target known 

to be in cell 1 will move to cell 2 with a 30% probability, move to cell 3 with a 10% 

probability, and has a 60% probability of remaining in its current cell. 

An initial probability distribution 1 [ 11 2 1 1 ]p( , ) p( , ),p( , )...p( N, )Ö =  of where the 

target could be at time step 1 is supplied, where p( i,t )  is the probability that the target 

is in cell i  at time t  without being detected by any searches before .t  In the absence of 

searchers, the distribution evolves according to the formula 1 .p( ,t ) p( ,t )Ö + = Ö ÖG 
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Figure 2.2 Example OSP search grid and equivalent graph. Edges show valid searcher transitions 

 

Target detection is modelled as follows: if both the searcher and target are in cell 

i  during time ,t  detection occurs with a glimpse probability of .g( i,t )  This probability 

is assumed to be independent of past searches. As an example, if 

[ 1 ]p( ,t ) p( ,t ),..., p( N,t )Ö =  and cell 1 is searched for one time step, the distribution at 

the next time step then becomes 1 [ 1 1 1 2 ] .p( ,t ) p( ,t ) ( g( ,t )),p( ,t ),...,p( N,t )Ö + = Ö - ÖG 

This glimpse function may typically take the form of 1 ( i ,t )g( i,t ) e w-= -  (Dell et al., 

1996, Eagle and Yee, 1990), with 0( i,t )w ²  being a measure of search effectiveness 

for a given cell .i  Any function 0 1,g( i,t )¢ ¢ however, can be used.  

The searcherôs path is constrained by the structure of the environment, with 

()S i ,i CÍ  denoting the set of cells that a searcher can directly move to from cell i.  In 

particular, if the searcher is in cell i  at time ,t  it is only able to search cellj S( i )Í at 

time 1.t+   

Given T  time steps to find the target, let y be a valid search plan represented by 

a series of cells searched in one time unit increments, where ( t )y  denotes the cell 

inspected at time step 1 .t { ,...,T }=  A searcher following plan y first moves to and 

searches cell 1( )y  for one time period, then travels to search cell 2( )y  for another 

time step, and continues for the remaining cells until T  time periods in total have been 

expended. For convenience, 0( )y  denotes the searcherôs given initial position prior to 

the first search. 

Taking into account the target motion and the effects of previous cell searches, the 

undetected target probability mass in a cell at each time period can accordingly be 

determined by: 

 1 1( t )tp( ,t ) p( ,t ) M , t TyÖ + = Ö Ö ÖG ¢ < (2.1) 
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Where ( t )tMy  is an N N³  identity matrix with the th( t )y  diagonal element set to 

1 .g( ( t ),t )y-   

The objective for the Optimal Searcher Path problem (OSP) is to find the search 

plan y that maximises the cumulative probability of detection PD( )y  within the T  

time steps, which can then be stated as: 

 ()( ) ()( )
1

T

t

max PD( ) p t ,t g t ,t
y

y y y
=

= Öä  (2.2) 

Subject to: 

 1 0 1( t ) S( ( t )), t ,...,Ty y+ Í Í - (2.3) 

The glimpse functions g( ( t ),t )y  are given and the undetected target probability 

p( ( t ),t )y  can be obtained using equation (2.1).  

There exist alternative formulations in literature for the OSP problem (Thomas 

and Eagle 1995; Washburn, 1995), including a variant in which the objective is to 

maximise an expected reward accounting for both the utility of finding the target and 

the cost of sensing (Hohzaki and Iida, 1997). The formulation shown above, similar to 

that used in Dell et al. (1996), is chosen here to make clear a generalisation of the 

problem in Chapter 4. Trummel and Weisinger (1986) also defined a form of the 

problem that seeks instead to minimise the expected time to detection given an infinite 

time horizon. The work in Chapter 3 can be seen to be related to this form. 

2.2.3.4 OSP Solution Methods  

As discrete search problems are rendered non-convex by the implied integral 

search effort constraint, previous techniques that directly optimise the allocation of 

infinitely divisible effort, such as the FAB algorithm, do not necessarily converge to 

optimal discrete effort solutions. The need for the searcher to follow constrained paths 

in the case of the OSP problem also presents additional challenges, thus further 

favouring the use of enumerative methods.  

Eagle (1984) formulated the OSP problem as a partially observable Markov 

decision process (POMDP) and employed dynamic programming to maximise the 

probability of detection. In order to manage the potential size of the solution space, the 

proposed technique relied heavily on a dominance checking method to first eliminate 

states that clearly do not belong in an optimal solution. Even with the use of this 

technique, only a small number of value iterations could be calculated for a problem 
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with nine cells before computer memory was exhausted. The use of dynamic 

programming for the OSP problem is therefore limited by computation speed and 

memory requirements to very small problem instances.   
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Figure 2.3 Enumeration of possible searcher paths for map in Figure 2.2. Each sequence of nodes 

describes a different feasible path. 

 

Under an alternative approach, Stewart (1979) proposed a branch and bound 

framework that finds the best search path by implicitly enumerating all the feasible 

paths for the searcher. The key to the approach lies in explicitly examining only a small 

subset of the possible paths, safe in the guarantee that the remainder cannot possibly be 

optimal. Various forms of branch and bound have since featured prominently in OSP 

literature (Eagle and Yee, 1990; Martins, 1993; Dell et al. 1996; Hohzaki and Iida, 

1997; Washburn, 1998). Such branch and bound approaches typically enumerate 

feasible paths in a depth-first manner, beginning with the starting cell occupied by the 

searcher (Figure 2.3). As the process branches out to consider each of the cells that the 

searcher can possibly search at the subsequent time step, an upper bound of the best 

payoff (in terms of the probability of detection or an expected reward) that can be 

achieved if the searcher does indeed choose to go to this cell next is estimated. Should 

the estimate not exceed the best known reward thus far, meaning that no further 

expansion of that branch can possibly yield a better solution than what is already 

known, then the entire subspace of related paths can be safely discarded (Figure 2.4). As 

a result, a branch and bound approach stands to find the optimal solution significantly 

quicker than the worst case of exhaustive search if reasonably accurate bounds can be 

quickly computed. 
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Figure 2.4 Implicit enumeration of searcher paths for map in Figure 2.2. If searching cell 2 at time 

1 cannot possibly lead to an optimal solution, then all subsequent path extensions beyond that point 

can be ignored. 

 

The calculation of such bounds commonly involves solving a simplified problem 

in which one or more constraints of the original OSP problem is relaxed. Stewart (1979) 

simplified path constraints such that a discrete searcher can visit any cell reachable from 

the starting location after the elapsed number of time steps, even if that particular cell is 

not directly connected to the last cell searched. Although a problem with this 

distribution of effort (DOE) relaxation can be promptly solved with a discrete version of 

the FAB algorithm (Brown, 1980), the resultant solutions are not guaranteed to find the 

optimal answer for the relaxed problem and therefore only give rise to heuristic bounds. 

In contrast, Washburn (1995) removed the discrete search effort assumption from 

the problem such that the searcher is allowed to be in multiple cells at the same time. 

The solution of this is now a convex continuous effort problem. Therefore the FAB 

algorithm is able to generate a true and tight bound. The FABC bound operates in this 

manner by only using the payoff from just the first iteration of the FAB algorithm. 

FABC is, nevertheless, the most computationally intensive of the OSP bounds proposed 

in the literature. A similar approach is taken by Eagle and Yee (1990), who also solved 

a relaxed problem made convex by allowing continuous allocation of search effort. 

Eschewing bound sharpness for calculation speed, Martins (1993)ôs MEAN method 

made linear relaxations to the OSP problem through maximising the expected number 

of detections. In particular, the original search problem is transformed into a longest 

path problem in which both the searcher indivisibility and path constraints are still 
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preserved. When these path constraints are relaxed to form a reward collection problem, 

the more easily evaluated bound PROP (Washburn, 1998) is obtained. Lastly, ERGO2 

(Washburn, 1998) estimates bounds with even less computation by directly using a 

stationary target distribution to calculate the corresponding rewards, instead of 

computing the actual distributions at each time. Washburn (1995, 1998) reviews and 

compares a number of bounding techniques in literature for OSP problem, including the 

above, which will be further discussed in Section 4.5.1. This thesis provides an 

improved version of the MEAN method, Discounted MEAN (DMEAN), which 

produces much sharper bound values with almost no increase in computational cost and 

outperforms other bounding methods proposed in the literature. An overview of the 

OSP bound methods and a more detail description of the PROP and FABC bounds can 

be found in Appendix A. 

2.2.4 Extensions to the Detection Search Problem 

Generalized Search Optimization (GSO) was defined by Stone (1984) to denote 

the techniques (Stromquist and Stone, 1981), including FAB, that address a range of 

continuous effort search problems. Modelling the idea that a victimôs health may 

deteriorate with time, the target in the survivor search problem of Discenza and Stone 

(1981) undergoes not only changes in motion but additionally (irreversible) changes in 

state. The objective was then to maximize the probability of finding the target alive by a 

given time. Similarly, another multi-state problem, the defensive search, involved 

finding an attacker before its weapon is launched (Stone, 1984).  

Beyond maximising detection probability in T  time periods, Kadane (1983) 

considered a whereabouts search problem in which a searcher can additionally guess the 

targetôs location after the final time step. Surveillance and counter-smuggling scenarios 

also present particular challenges, since the first target detection in such applications 

might not necessitate the end of the search process. The Generalised Surveillance 

Search Problem (Tierney and Kadane, 1983), which can assign payoffs to additional 

detections after the first event, was subsequently proposed to incorporate the 

whereabouts, surveillance and also the standard detection search problem in a common 

formulation. The frameworkôs ability to maximise rewards beyond the first target 

detection raises interesting possibilities and will be further discussed in Chapter 5. 

Moving beyond just searching for the target itself, Stewart (1985) outlined heuristics for 
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a problem in which target trails can also be used as source of positive information of 

where the target might be.   

More recently, Dambreville and Le Cadre (2002) explored the management of 

mixed search resources, such as radar and sonar, which can be re-used after a number of 

time steps subject to renewal constraints. As the deployment of a resource at one time 

stands to affect its future availability at another, effort allocation takes place not only 

across space but also time. To this end, Brownôs FAB algorithm was modified to first 

divide the global amount of resources into optimal search effort quotas for each time 

interval. Dodin et al. (2007) used the discrete moving target problem framework to 

model a radar acquisition task, and employed branch and bound to find the best pattern 

to acquire a ballistic target with a narrow-beam tracking radar. 

2.3 Autonomous Searching and Related Work 

This section discusses literature on search problems more directly set in the 

context of robotics. In general, the problems considered tend to incorporate a wider 

variety of application-specific concerns, reflecting the detailed needs of the individual 

scenarios addressed. In contrast to the solutions available in classical search theory 

literature, the emphasis is often given to quickly obtaining reasonable sub-optimal 

solutions. 

2.3.1 Single Searcher Problems 

In a variation of the stationary target search problem discussed in Section 2.2.2, 

DasGupta et al. (2006) investigated the search for a static ñhoney-potò hidden in a 

bounded region with internal walls. The searcher is only able to use local sensory 

information such that its circular sensing radius forms a ñcookie-cutterò footprint in the 

target density distribution as it travels. Although the problem was defined in the 

continuous domain, the solution approach consisted of partitioning the area into smaller 

connected regions, solving a discrete problem similar to the OSP problem (Section 

2.2.3.3) and then fitting the discrete plan back into a viable continuous path. The 

complexity the discrete problem was managed by first aggregating the regions into a 

sufficiently manageable number. A polynomial time approximation to the NP-hard 

problem was also provided, along with bounds that gauge the loss in optimality due to 

both the use of this heuristic and the process of discretising and refining the path itself. 
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Similar to the problem to be addressed in Chapter 3, Sarmiento et al. (2003) 

minimised the expected time to find a target inside a polygon that may contain holes. 

Since a uniform target distribution was assumed, the problem considered could also be 

seen as an exploration task. Instead of continuously searching through the area, it was 

assumed that the searcher senses only when located at specific points in the map. 

Although the choice of such locations was not addressed, reasonable suggestions were 

provided, including the guard positions from the solution of a corresponding art gallery 

problem (Chvátal, 1975) or similarly points on a watchman path (Chin and Ntafos, 

1986). A branch and bound approach was sketched for finding the best sequence of 

locations to visit. Due to the complexity of the NP-hard problem, a greedy algorithm 

was proposed such that each location to be next visited maximises the ratio of the 

increase in detection probability to the increase in cost. The authors subsequently 

extended the problem to incorporate an arbitrary target probability distribution 

(Sarmiento et al., 2004) and proposed an extended two-layered approach. While the top 

level determined an efficient ordering of regions as before, a new lower level joins them 

together using locally optimal (in terms of visibility) trajectories. 

Bourgault et al. (2003a) presented a Bayesian approach to model the search for a 

stationary or drifting target at sea, principally with the objective of maximising the 

probability of detection within a given a time. The search environment is discretised 

into a large grid of cells, over which a target probability density function is defined. 

This function is defined a priori with available information, and updated with a process 

model that accounts for wind, current and other factors. Similarly, a distance-based 

observation model maps the position of the airborne searcher, defined in the continuous 

space, to the likelihood of detecting the target in each of the cells. Updating the 

probability distribution with this model then provides a posterior accounting for the 

effects of search. Due to the large number of cells involved, the trajectories were 

calculated using one-step look-ahead. 

2.3.2 Multiple Searcher Problems 

The search of an outdoor area with Unmanned Aerial Vehicles (UAVs) has 

provided a popular multiple searcher application. Beyond the aforementioned issues 

associated with directly finding the target, the efficient sharing and fusion of 

information between platforms under communication constraints is also the subject of 

significant interest. Multi -agent information sharing is, however, beyond the scope of 
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this thesis and will not be discussed in detail. Other issues introduced by the use of 

multiple searchers include the need to avoid collision, stay in communication range, or 

for multiple vehicles to simultaneously respond to a target. 

Polycarpou et al. (2001) outlined a framework developing and evaluating 

strategies for coordinating the search and engagement in a dynamic target environment. 

A multi-objective cost function weighing the different competing needs of the searchers 

was solved using recursive q-step planning. Carrying the work forward, Flint et al. 

(2003) maximised the expected number of targets detected within a given time horizon 

in a risky environment with threats using a dynamic programming approach. The target 

information was presented using probabilistic maps and the eventuality that searchers 

could also be destroyed was considered. More recently Liao et al. (2005) considered a 

search and response task using platforms with limited communication, focusing on 

information sharing and information fusing policies. Jin et al. (2006) also addressed a 

search and response task with a heterogeneous team, whereby the trade off between 

searching and target engagement are evaluated with respect to mission performance. 

Beard and McLain (2003) examined a multi-target scenario where the searchers 

additionally have to avoid colliding with each other and yet not stray beyond 

communication range. An optimal dynamic programming approach for the NP-hard 

problem was presented along with two heuristics; One approach myopically planned for 

one vehicle at a time while the other planned with some consideration to the other 

vehicles. 

A number of works dealt with problems closer in form to the classical discrete 

search problems discussed in Section 2.2.3. Dell et al. (1996) examined a multi-searcher 

version of the OSP problem and compared the use of branch and bound, rolling horizon 

branch and bound, genetic algorithms, simple hill climbing, as well as two heuristics 

based on maximising the expected number of detection. Due to the high complexity of 

the problem, optimal paths maximising the probability of detection could only be found 

for at most two searchers. Ogras et al. (2004) used the multi-searcher OSP problem as a 

basis for a hierarchical approach where the cell-level paths obtained from the problem 

are then translated into robot steering directions. Although the cited example searches 

for multiple stationary targets, the problem objective of maximising the probability of 

detection (of at least one target) is cast identically as that for the single-target OSP 

described in Section 2.2.3.3. Two heuristics maximising a rate of return (ROR) measure 

instead of the probability of detection are given, one of which first aggregates the 
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searchers into groups to simplify planning. In operation, the searchers communicate to 

maintain a common target probability distribution and replan after each goal cell is 

searched. Hollinger et al. (2007a, 2007b) examined the problem of locating a non-

adversarial target with multiple searchers in indoor environments, with the aim of 

minimising the expected time to capture. The probability of not detecting the target, the 

inverse of the rate of return, as well as the resultant entropy from searching each region 

were used as one-step heuristic cost functions to guide the searchersô actions. A 

decentralised planning algorithm in which each searcher plans as if the states of the 

others are fixed was proposed.  

Sujit and Ghose (2004) considered the case where the environment is divided into 

a regular grid of regular cells and the UAVs with endurance constraints must return 

regularly to a base station. Routes were planned heuristically a using k-shortest path 

algorithm, under a simplifying assumption of not updating the target information for the 

effects of searching during each particular sortie. Mission performance under differing 

assumptions of information sharing between platforms was also compared. A 

subsequent work (Sujit and Ghose, 2006) similarly explored the effects of applying 

market-based techniques. Bringing together a decentralised Bayesian data fusion (DDF) 

technique and a decentralised coordinate control scheme originally proposed in 

Grocholsky (2002), Bourgault et al. (2003b, 2004a) extended an earlier single-searcher 

framework (2003a) to coordinate the task of searching at sea with multiple vehicles. The 

vehicles are viewed as nodes in a decentralised Bayesian sensor network, where a 

channel filter (Bourgault and Durrant-Whyte, 2004) maintains a common picture of the 

target probability density function. Scalability is achieved through each vehicle 

planning only with respect to the locally available PDF, although it is also possible to 

improve on the common utility between vehicles through further negotiation (Bourgault 

et al., 2004b). Further work in Wong et al. (2005) extended the approach to search for 

multiple targets. Overcoming the possibility of earlier techniques where the target 

probability around a vehicle might not have a sufficient gradient to guide its direction of 

motion, a dual-objective switching function is introduced such that the vehicles would 

then move towards the mode of the nearest target PDF. Mathews and Durrant-Whyte 

(2007) identified the different information requirements of a multi-vehicle information 

gathering system that would allow a common team objective to be decentrally 

optimised. A scalable cooperative control algorithm was proposed that could also 

facilitate the negotiated solution of the multi-vehicle maritime search problem 
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considered in Bourgault et al. (2004b). Moving beyond optimising for searching alone, 

Furukawa et al. (2006) used the Bayesian framework for scenarios where some of the 

vehicles need to track the targets even after they have been initially found. 

2.3.3 Searching in Structured Environments 

While much of the research described above are mainly aimed at addressing 

outdoor search scenarios, some of the work (Sarmiento et al., 2003, 2004; and Ogras et 

al., 2004; DasGupta et al., 2006) are also amenable to the search of indoor or structured 

areas. The Bayesian search framework of Bourgault et al. (2003a), for instance, can be 

coupled with a process model that accounts for a targetôs probable motion in an 

environment divided by walls (Bourgault et al., 2004c). It is unclear however whether 

same short horizon planning methods would result in paths that are as effective as for 

the outdoor case.  

Recognising that the Brownian motion of traditional simple Markov models can 

produce unrealistic target motion in a closed environment, the approach of Moors and 

Schulz (2006) used a second-order model trained offline using random particles. 

Models were developed using a training process in which each particle randomly 

chooses a waypoint in the environment and moves along a planned path before choosing 

another waypoint once more. All the particle tracks are then summarised in an expanded 

second-order motion model that accounts for not only the previous location of the target 

but also its intended direction. This model therefore allows existing problems that 

assume Markov target motion to plan for a more realistic target indoors. 

Beyond obtaining an effective target motion model, the nature and representation 

of the search space also play an important role in shaping the overall outcome. While 

the search spaces of discrete search problems all essentially consist of graphs with 

connected nodes, the choice of what the nodes physically represent can vary. As with 

other path planning problems, a primary consideration involves employing a graph that 

adequately models the environment, for the purposes of the application, while ensuring 

that the resultant complexity remains manageable. At one end of the scale, regular grids 

or points can finely represent spaces in open environments (Bourgault et al., 2003a), 

structured environments (Moors and Schulz, 2006), as well as unstructured 

environments cluttered by obstacles (Jung, 2005). However, as suggested in Chapter 1, 

the introduction of the many nodes also imposes a high complexity penalty on the path 

optimisations that can be applied. Region-based approaches (Jung and Sukhatme, 2004, 



28 

 

Hollinger et al., 2007a) seek to overcome this limitation by exploiting the structure 

inherent in indoor environments and representing an environment as a set of connected 

topological regions, in a manner analogous to the use of navigation meshes in general 

path planning literature. Representation of the minute elements in each region, which is 

unnecessary in tracking and searching applications where agents have a much larger 

sensing footprint, is relinquished in return for the ability to plan more sensibly over a 

longer time horizon. This thesis also similarly exploits the structure of such 

environments. Jung (2005) examined the relationship between region-based search and 

environmental complexity using maps with different levels of obstruction. Open areas 

were found to be more conducive to greedy planning approaches than region-based 

planning, since the agents can in reality sense beyond the boundary of any artificially 

imposed regions. On the other hand, defining regions in more obstructed structured 

environments enabled region-based methods to better relocate the agents to improve 

target visibility. Of practical interest is the authorôs recommendation that the size of the 

regions should be chosen based on the complexity of the environment. 

The work in this thesis and all the literature discussed thus far assume that a 

sufficiently accurate map of the environment is available to the searchers. This is 

however not always possible for Urban Search and Rescue applications that take place 

in heavily damaged areas. The RoboCupRescue competition (Tadokoro, 2002) provides 

one such simulated example, where the robots must search for victims through areas in 

various stages of collapse. The principle tasks addressed in these cases can therefore 

more often resemble map building and exploration.  

2.4 Summary 

This chapter introduced a number of search problems described in literature and 

discussed the techniques used to address them. At one end of the spectrum, search plans 

for finding a stationary target under continuous effort assumptions can be found using 

Lagrange multiplier techniques. Discretely searching for a moving target under 

additional path constraints, on the other hand, constitutes an NP-hard problem. Existing 

robotic search problems are therefore typically solved using suboptimal or short-horizon 

methods.  

Due to the increasing availability of cheap computing power and the ability to 

divide structured environments naturally into a smaller number of constituent regions, 

there is scope to optimally plan for the entire duration of the search on the level of the 
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constituent regions inspected. As discussed in this chapter, there exist techniques in 

classical search literature that computes long-term search plans for uniform cells with 

the assumption that effort can be instantly relocated at each time step. The focus of this 

thesis is on extending these techniques to find longer-term optimal plans for the search 

of regions in a structured environment that are not necessarily uniform.  

Chapter 3 considers the search for a stationary target in an environment where the 

searcher must additionally spend some time to move from one region to another. 

Chapter 4 extends the Optimal Searcher Path problem to model the search for a moving 

target, first in environments where the searcher must spend time moving between 

widely separated regions but cannot detect the target during travel, and secondly for 

open indoor areas where the searcher must spend some time transiting through an 

intervening third region. Building on the OSP problem, Chapter 5 considers searching 

by a heterogeneous team consisting of searchers and scouts. Detection of the target by a 

scout does not terminate the search process but instead improves on the target 

information available to the team. The optimisation task addressed involves balancing 

between maximising the probability of the searchers directly finding the target and 

ensuring that they can respond effectively to possible detections by scouts. 



3 Search for a Stationary Target 

3.1 Introduction  

This chapter considers the search for a single stationary target in a known 

environment that can be described by a set of connected regions. A search strategy that 

minimises the expected time for detection based on available target information is 

presented. In contrast to much of the existing literature, the proposed algorithm allows 

the search times of individual regions and the travel times between them to be arbitrarily 

specified. 

The stationary target search problem is defined in detail in Section 3.2. A solution 

method based on Dynamic Programming is presented in Section 3.3. An extension to 

cater for the search of multiple targets is outlined in Section 3.4 and simulation results 

are shown in Section 3.5. Section 3.6 discusses the problem in the context of related 

stationary target search problems while Section 3.7 summarises the work in this chapter. 

3.2 Problem Description 

Searching looks for objects of interests ï targets. A general problem when a single 

searcher is looking for a target in a known environment can be described as follows.  

Given knowledge of: 

¶ The environment structure 

¶ Searcher capability 

¶ A priori target information 

Find a search strategy such that the search efficiency is maximised. 

The following defines the environment structure, searcher capability, target 

information and search efficiency for the problem addressed in this chapter. 

1
2
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Figure 3.1 An environment decomposed into a set of regions. The regions are shown with different 

undetected target probability (shading), search time (number) and travel times (arrow weight). 



31 

 

3.2.1 Environment Structure 

Typical indoor environments are composed of connected regions (floors, rooms, 

halls or corridors). It is assumed that the environment can be decomposed into a set of 

simply connected regions, as shown in Figure 3.1, where two regions are only linked if 

a searcher can physically travel directly from one to another. The regions are defined as 

non-overlapping areas, in which a searcher can guarantee a targetôs absence after it has 

been searched for a requisite amount of time; convex regions will be used in subsequent 

examples for simplicity but are not strictly required. The distances between each pair of 

connected regions are assumed to be known, along with the size (and structure) of each 

region. It is assumed that a map of the environment is available such that the searcher 

can self-localise and move between regions as required. Given the available 

information, the time necessary for a searcher to effectively search each region and the 

minimum time needed to move from a region to each of its immediate neighbours can 

also be easily computed in advance.  

A topological map can be used to describe the environment (Figure 3.1). The 

complete search area is partitioned into a weighted undirected graph ( , ),G N E  where 

each of the n N=  nodes denotes a region i  that requires 
iT  time steps to search. An 

edge from node i  to j  exists if a searcher can travel from region i  directly to region j ; 

the weight ijW  denotes the corresponding travel time required. The set of all the 

adjoining nodes to region i  is denoted by ( ).S i  Typical indoor environments are not 

fully connected and therefore ( )S i  would usually be a small subset of .N  Figure 3.3 

illustrates an example discretisation of an office area into one such map. 

3.2.2 Searcher Capability 

On arrival in a region ,i  a searcher can take one of the following two actions: 

1. Search the region ,i  or 

2. Move from region i  to an adjoining region ( )j S iÍ  without searching 

Searching the region i  requires 1iT ²  time steps and will detect the target if it is 

actually present in the region. ( )x t  denotes the searcherôs location at time ,t  which is 

updated for each action respectively as follows: 

1. When searching region :i  

 ( ) ( )ix t i x t T i= ­ + = (3.1) 
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2. When moving from region i  to ( ):j S iÍ  

 ( ) ( )ijx t i x t W j= ­ + = (3.2) 

3.2.3 Target Information  

A discrete probability distribution p  describes the probability that an undetected 

target resides in each region
2
. If there is no prior knowledge, a uniform distribution may 

be used to recognise that the target is just as likely to be in one region as in any other. 

Alternatively, the probability of the target being in each region may be assigned 

proportional to the size of the region concerned. 

At time ,t  the probability of an undetected target being in region i  is given by: 

 ( , ),   1,..., .p i t i n=  (3.3) 

Note that: 

 
1

( , ) 1
n

i

p i t
=

=ä  (3.4) 

except at the termination of the search when the target has been found. In this case: 

 ( , ) 0,   1,..., .p i t i n= =  (3.5) 

Consider the actions described by (3.1) and (3.2). If the searcher at time t  chooses 

to move from region ( ) {1... }x t nÍ  to a neighbouring region ,j  then the known 

probability distribution of the target stays unchanged until time ( ) .x t jt W+  On the other 

hand, if the searcher chooses to search region ( )x t  and does not find the target there, 

then the target probability mass can be redistributed amongst the other regions as 

follows: 

 ( ) ( )

( , )
( ( ), ) 0; ( , ) , ( )

1 ( ( ), )
x t x t

p i t
p x t t T p i t T i x t

p x t t
+ = + = " ¸

-
 (3.6) 

Equation (3.6) updates p  to reflect the fact that the target cannot then be in 

region ( )x t  and normalises the probability distribution such that the undetected target 

probability still sums to one over all the regions. Alternatively, should the searcher 

succeed in finding the target, the distribution is then set to (3.5) as previously noted and 

the process terminates. 

                                                 
2 This distribution is normalised to sum to one whilst the target remains undetected and is different from 

the target distribution p  for the Optimal Searcher Path (OSP) problem defined in Section 2.2.3.3. 



33 

 

3.2.4 Search Efficiency 

When looking for a single target, two typical measures can be used for search 

efficiency, namely (i) the expected time needed to detect the target, and (ii) the 

probability of detection within a given time window. Although the precise target 

location is not known, the searcher in this problem will always find the stationary target 

as long as it spends the time to inspect all the regions. Minimising the expected time to 

target detection is therefore chosen as the objective for the problem considered in this 

chapter. 

3.2.5 Discrete Time Formulation of the Search Problem 

Let (1), (2), (3),...,u u u  be a sequence of actions chosen by the searcher at time 

periods (1), (2), (3),...,t t t respectively. In particular, an action { }( ) , ( ( ( )))u k s j S x ktÍ Í  

represents either a decision (denoted by ósô) for the searcher at time ( )kt  to search its 

current region ( ( )),x kt  or specifies a neighbouring region ( ( ( ))j S x ktÍ  for the 

searcher to move on to.   

 The optimum search problem can now be written as: Given a map of the 

environment (such as Figure 3.1), the initial searcher location (1)x  and an initial target 

probability distribution (1,1),..., ( ,1),p p n  decide ,u  a sequence of actions that 

minimises the expected time to find the target. Because there can be an infinite number 

of control sequences, it is in general not possible to compute this minimal value 

directly.   

This search problem, however, is subject to a number of simplifying constraints 

due to the fact that: 

¶ The searcher should not visit regions in which the probability of finding the 

target is zero. 

¶ Perfect detection implies that each region only needs to be searched once, and 

¶ An optimal searcher should always travel from one region to another via the 

shortest possible route. 

Computing the optimal actions *u  is therefore equivalent to finding the order in 

which the regions are visited such that the expected minimum time to detection is 

minimised.  
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Let y represent a particular sequence that describes the order in which the 

regions are to be visited, which differs from the more detailed action sequence u  

defined above. The expected target detection time for a given sequence y can be 

computed by: 

 (1) (1,1) (2) (2,1) ... ( ) ( ,1)T p T p T n p ny y yÖ + Ö + + Ö (3.7) 

where ( )T iy  denotes the earliest possible time for region ( )iy  to be fully searched 

when the sequence y is followed. Formally, finding the sequence of actions to find a 

stationary target can be described as the following equivalent ordering problem: 

 
0

1

min ( ) ( ( ),1)
n

i

T i p iy
y

y
=

Öä  (3.8) 

Subject to: 

 
0 0( ) , 1,...,i N i ny Í " =  (3.9) 

 
0( ) ( ), , 1,..., ,i j i j n i jy y¸ " =  ̧ (3.10) 

Where 
0 { , ( ,1) 0}N j p j= >  is the subset of regions that can possibly contain the target 

and 0 0n N=  is the number of such regions. 

3.3 Approach 

In this section, a method for obtaining the sequence of regions *y  that minimises 

the expected time to detection for a single searcher using dynamic programming is 

presented. While the dynamic programming algorithm provides a provably optimal 

solution, it tends to be computationally expensive in general. However, it will be shown 

that the structure of the specific problem lends itself to an efficient implementation of 

this algorithm. 

3.3.1 Value Function 

Following a similar argument as in Section 2 of Lössner and Wegener (1982), it 

can be shown that the next optimal action for the searcher to take depends only on the 

current searcher location and the current probability distribution of the target.  

For any searcher location { }1,  2,...,  x nÍ  and any feasible target probability 

distribution 1,..., ,np p  one may then define a value function 
1( , ,..., )nV x p p  as the 

minimum expected time to find the target, starting from the current time. The optimal 

search plan from this time onwards minimises this value function.  
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Define 
0( ), 1,..., ,A k k n=  as the set of k-combinations of 

0N  and set (0) (1).A x=  

Let ( ),a A kÍ  
00,...,k n=  hold a combination of the regions that a searcher could be in 

when it is known that k  regions have just been searched
3
. For convenience, let 

( ), ( )p a a A kÍ  map a combination a  to the corresponding target probability 

distribution when the k  regions specified have all been searched without success and 

( )yp a  refer to the target probability in region y  in that case. ( )p a  is obtained by 

applying the update equation (3.6) to the initial probability distribution (1,1)..., ( ,1)p p n  

for each region in .a  Note that ( ) [0,...,0]p a =  for 
0( ).a A nÍ   

3.3.2 Dynamic Programming Equation 

In general, if the searcher has already searched regions a  and is now currently in 

region ,x the next region 
0 \y N aÍ  it should inspect is the one that leads to the lowest 

value of (1 ( )) ( , ( { })),xy yR p a V y p a y+ - Ö G  where xyR  denotes the shortest time needed 

for a searcher in region x  to move to and search region .y  

Using the principle of optimality, the following Dynamic Programming Equation 

(DPE) is obtained for any 
0, ( ), 1,..., :x a a A k k nÍ Í =  

 
0 \

( , ( )) min (1 ( )) ( , ( { }))xy y
y N a

V x p a R p a V y p a y
Í
è ø= + - Öê úG  (3.11) 

In other words, the minimal expected time to detect the target when the regions in 

set a  have already been searched and the searcher is in region x is at least the sum of 

the time xyR  needed to search the next region 
0 \ ,y N aÍ  and the minimal expected 

detection time ( , ( { }))V y p a yG  multiplied by the probability 1 ( )yp a-  of not finding 

the target in region y  either. The value functions 
0( ,0,...,0) 0,V x x N= Í  represent the 

boundary condition when the target has been found. 

                                                 
3  For example, consider the case when 0 {1,2,3}.N =  Then (1) {{1},{2},{3}},A =  

 and  A searcher that has just searched two of the three 

regions could have searched them in combinations of  or  and in each case the 

searcher may now be waiting in either one of the two respective regions, depending on the actual search 

order taken. 

 


